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J, NVIDIA (. NVIDIA Ampere GPU 7—FFJFvZ~—R(CUTZFFLL) NVIDIA A100 Tensor 17
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A100 GPU TEO7 7—FF7I0FvICZLOBREZNMZTHD. RETEHEATDLIIC. V100 LLEERLT
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UNIFIED Al ACCELERATION

BERT-LARGE INFERENCE

BERT-LARGE TRAINING

400 (FP32) (FP16)
2,100 3X
1,800
& 1,500
g 1200 6X
o
v 900
w00 1X
300
.
V100 A100 V100 A100

All results are measured

7,000

6,000

5,000

&
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8

2,000

1,000

T4

V100

1/7th A100

BERT Large Training (FP32 & FP16) measures Pre-Training phase, uses PyTorch including (2/3) Phase1 with Seq Len 128 and (1/3) Phase 2 with Seq Len 512,
V100 is DGX1 Server with BxV100, A100is DGX A100 Server with 8xA100, A100 uses TF32 Tensor Core for FP32 training
BERT Large Inference uses TRT 7.1 for T4/V100, with INT8/FP16 at batch size 256. Pre-production TRT for A100, uses batch size 94 and INT8 with sparsity

F4—T5—Z>%FEolz BERT DM —Z>J B LUHERICHIFS A100 GPU D/TA—T> 2%, NVIDIA

V100 LU NVIDIA T4 LEEBULTVET,

2. Al D—90—-RDE&RL: BERT-LARGE DML ——> B LUHERDIES
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7X

A100
(7 MIG)



NVIDIA A100 Tensor J7 GPU O#fE

ACCELERATING HPC

Molecular Dynamics Physics  Engineering Geo Science
{ A \ f A \
2.0x
mA100

1.5x
a
3
b
o 1.0x V100
a
(%]

0.5x

0.0x

AMBER GROMACS LAMMPS NAMD Chroma BerkeleyGW FUN3D RTM SPECFEM3D

All results are measured

Except BerkeleyGW, V100 used is single V100 SXM2. A100 used is single A100 SXM4

More apps detail: AMBER based on PME-Cellulose, GROMACS with STMV (h-bond), LAMMPS with Atomic Fluid LJ-2.5, NAMD with v3.0a1 STMV_NVE
Chroma with szscl21_24_128, FUN3D with dpw, RTM with Isotropic Radius 4 1024”3, SPECFEM3D with Cartesian four material model

BerkeleyGW based on Chi Sum and uses 8xV100in DGX-1, vs 8xA100in DGX A100

X3. NVIDIA V100 £EEERUTZ A100 GPU (C&3 HPC 7V —33>0ER
e

A100 GPU DOFRHLEEDBIZE

NVIDIA A100 Tensor J7 GPU (&, BZRRBETERENZMEETD Al HPC, BLUT D7 IT—>
LI REHICFEETEN HARRRDI ST RS LUT —9t>49— GPU 7951 -5TT,

A100 ZZZTLBD(E. TSMC @ 7nm N7 2ETOTATRIEENTZ NVIDIA Ampere 7—F7)F v\~
AD GA100 GPU THD., 54 B4 X 826 mm2 DRSS X5% 542 BEREHLTVLET,

A100 OEZERHTI/OZENTA—NDR LN ZT ([FOEREETEDLI(C, A100 DELRHEREOEIEZ L
TITENTUET . 7—FFIFvI[OVTOFIBERE. REUBFOTEI232TRMLET
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A100 GPU ZNJ—Z>4 JIILFTOvH (SM)

NVIDIA Ampere 7—FF9F =D A100 Tensor 177 GPU DFTLLY SM (&, NTA—-Y> A% KIE(C
[ _EEEET, Volta SM & Turing SM Q7 —FFI)F v Dl /3 TEASNTHEEEZN—R(HBEEEINTH
D, ZLOFHEBENBIENTVE T,

A100 58 3 4% Tensor 7 (X, ARTY REBZEELU TIRZE LEEET . oo LT OFTLL
HRFT—H IA4THBEIIENTVETD,

e FP32 T—-ADNIR%Z =R, IS TF32 Tensor 17605
e HPC [F® IEEE %40 FP64 Tensor J78p45S
e BF16 Tensor J175p5% FP16 EEIUAI— Ty NTEITAIRE

1. NVIDIA A100 Tensor J7 GPU OE—/14&E

FP64 9.7 TFLOPS
FP64 Tensor 177 19.5 TFLOPS

FP32: 19.5 TFLOPS

FP16: 78 TFLOPS

BF16: 39 TFLOPS
TF32 Tensor 17 156 TFLOPS | 312 TFLOPS:
FP16 Tensor 17 312 TFLOPS | 624 TFLOPS:
BF16 Tensor 17 312 TFLOPS | 624 TFLOPS:
INT8 Tensor 17 624 TOPS | 1248 TOPS:
INT4 Tensor 17 1,248 TOPS | 2496 TOPS:

1- E—JH%#83 GPU 7'—A N YO0V I(CEDVWTWVET,
2 - LW — R iEERERUEISE O TFLOPS/TOPS E3h{iE

A100 Tensor J7Tld. AN—=AMENFTZ(CHR— heNfeCellED, T4—T5-2>0 2yhNIO—ITHA
RIS LN — 2 FIFAUT, Tensor A7EEDOZIN—Tve 2 {E(CFTRENTEFT, AIN—-X
TEEBEIC DV TR, AT DIA100 TEASNIHBRIESE( AN - O3> TEEUGRAL T
Wxd,

SORBENDFFRICAEDZ A100 O L1 Fry 1 HBXE) 12y ME. V100 £EEERUT 1.5650 SM
HIDOFEEE (128 KB 15 192 KB (IBAN) ZIMHL. FIER HPC BLU Al O—-J0—-F2E5(C
=ERELFT

BICHZLDFTUL SM BERE(CLD, T0J5YEUT4hE LU YINIT P OEMESHERHRIN TUVET,
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1A FEIESEZIREUE T,

BEDFIFARZRE(LTBHIC. NVIDIA Ampere 7—F7IFv Tl L2 Ty 10EEI> M-I
ZEALT. Ty 1l RF I3 0Ty ansHIBR I 27— 72 B TEE I, 2. A100 (5T
B7 —JEHEtRe B IIZN THN. DRAM FigiiEs L2 Figieze K 4 f5ET. L2 BE25K 28
FCM_LETEET,

NIVFA>V IR GPU (MIG)

FULWIILFA AR GPU (MIG) #EE%{ERT 3L, A100 Tensor 17 GPU % CUDA 7 )or—323
SRICERK 7 D0 GPU ARV AICREIN-T432AZ )T 3ENTE, 01 -T—(CR 2 D
GPU VY —Z2=IRMHLT7 IV —3 3 PR IO 1 MeERIL TEE Y,

MIG ZERT 2L, B12RIDZADTOYHICHU T, XY SATLASH%EES/CANMER (CIRtEN
F9, DFD. AFvIDHIOZN— R—b, L2 Frv> a1 N9, XEY > I—5—, DRAM 7RLZ XX
NIRRT L2 DAV AIDAIC—RICEIDHTENE T, CNUCED L2 FrvS10EIDZHTE DRAM Fig
BHAEDI - —ERUICRZID. HBI1-H-DIRINFrYS1DRAFYS I %L TULED, DRAM
A>249-J14A 2% EBHNSEOLTVTE. DI1-H—DT7—-0— REFBIeJgER AL - Ty heL AT
TERITTEALICRDFET,

MIG (&, GPU \=RUI7OFAEREM LEERELBC —EDY-ERRE (QoS) £&FEFRIFA
7Uh (VM 2077 = JOERRE) MoORRziRHELET. MIG (& YILFTF2MI-X 2%
RFEIZI3VR B—EX TO)NAH (o THRHTBRTHD. 22T 7> MO 51 7> bR
PRI T1-UI(CEEEE S ZRVEICT BRI TR, BERDHCEF1YT1%Z58{EL. GPU FIF
BRI TDLETEET,

25 3 14X NVLink

A100 GPU EFTULY NVSwitch (CEEEENTZES 3 tHAD NVIDIA OFR NVLink />4 —-1%I N3 ¥
ILF GPU ORI —3EUF 1, NTA—N> R, (S8 Z KL L& E T, GPU EX1vFHIzDDU> Y
FMME R T2fz6b. UL NVLink Tl& GPU DB EFIgENMAIR(CE LU, I5- DS LMEE
HEEbm ELET,

25 3 X NVLink 7 =% L — N, ESRTHID 50 Gbit/F2E. V100 O Gbit/FB0% 2 5T,
V100 EEIFRIC, 1 DO A100 NVLink (32 75ME(C 25 GB/FowEisgxigftLEah, RIS 1 U>)
HIEDDESRTOEUL. V100 ODITHFEDTI . USIDFEE. V100 Tl 6 EIIEozD(Hx L. A100
T(E 12 BB X, V100 Tld 300 GB/FIIofcismsiakiZt 600 GB/FLCRDEUL,

NVIDIA Magnum I0™ B&U Mellanox 1>A—J4I 8 Y)1—-23>0OHR—bk
NVIDIA A100 Tensor 177 GPU (. NVIDIA Magnum 10 & Mellanox DEFEIHD InfiniBand HLU

Ethernet HHEIEHRVU1—-S 3 ETR(CHIBMENHD, YILF/—REFEEZEER{ELET . NVIDIA
Magnum 10 API (&, J2E1—F1>4 . RYRNI—F> . T7A AT L AN —2%FEL. JILF
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A 2% YR— NI RIBE(IFAEIBE T, Fe. A100 (F>>F)L Ib—b 170 ARAE4E (SR-10V) ZH7R
—NUTHD. EBEOTOTARRIETYS > (VM) TEH—O PCle &5z HBHLMRIE(L TEET,

IS5—-BIVEZEDRL. fERE. FHUIADDOE

KIAERTILF GPU 59— MIG #8RDES2S )L GPU OXILFTF> NRIET(34F(C. GPU
DUy MEsgHIBICATOID TR IS —PEZS2REL THUAD., IHBECLOTIMEIETBET.
GPU O7yT 54 ©ER]AMZ R AL T BENIERICEETI, NVIDIA A100 Tensor 177 GPU (C
(. BROT —FFTIFvOFEMOTI > TRBAITILIC. I5—/EEDOEFFE. MREt. A
HERET BHDOFUVEMIMEEIN TVET,

FEEEAIE -

A100 GPU (&, 70-/0L XEUNS SM HEAEV([CERET —5%20— R 2FAUVIERIEAIE —dn5
FEEHUTWBI), FRLTRY TrA)L (RF) OERNRECRDET . FFRHAIE-E LSRY Trv)l
OFIFIEZHIRL. XA E)HISIRZ SO CERUTHEBNZHIRLET . ZORNRIESD.
FEEHATE —(E SM MMt DETEZEITUTVBRIC/\WIT 5D RTERITTEER Y,

JERIHR/CT

A100 GPU (IEBAEUTIN\=RI1T 790350 —23> 30\ 7 UET . CD/W)7(E CUDA

11 ZEAU. 1SO C++ ERDNUT ATS1H NORETHIFTEES . IERHEA/UT (L. JNUT OFEIRIE
CIFHARIER D EILE T, CNEFERT L. J0-/UL XBEUNSHBEAEIADIERIEAIE—% SM "D
STEEA-N—SWTSEBENTEET, CO/NUT(F,. CUDA ALy RE{FERLIETO0T1—Y—/1>31—
N— EFIOREICFATELT, Fe. Warp LAILPRT O LAVEIF TR, SESERAIET CUDA
ALY REERASEZ AN A LEIRMELET,

A2 J300ERE

CUDA 524 7574, GPU ([AMIBZIXIET BIHDLORNERNRET IV ERELUET . IR J3D(3.
XEY AE—PH—RIVEREIRE, FRMR THRMIIBN e —EORE TN TVET . IR0 I
S0%EATRE [ EEEUTGEDIRUEITIZIEVOEITIO-2FKIRTEFI , ERBHDIRY
H57%ERT 3L, 1 BORIETERDOEON— RN AR TE, 7T —23>0O%NRENTA IR
ZANEICE _ ESEBRTENTEET, A100 TE FRT T5I705)y REID/ S A= KIEICERIE T 3128
(Z. FTLLW\— RO 7HEEENSENISN TVE T,
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NVIDIA Ampere 7—FF4Fvi~R—Z(ZUTZ NVIDIA A100 GPU (3. 202D LWVT7 —F T F vikhE
EREAEICED, Al ¥ HPC OO E1—F4 > T RE R AR TE LRGN TVET . A100
(. V100 TEREINTLYS 12nm FFN JOCREDEB VNSO DRIZE . NTA—Y DR, BHMERE
I8 9% TSMC 7nm N7 FinFET &&ETOTATHEEINTOET, FILLWIILFA>ZXF> X GPU (MIG)
HEBE (L, YILTFTF M LMRAE EENTz GPU IRIBEIFIC, V317> N 7TV —3 3> OFEERRtE
QoS #5#{bLE T, CNIFITTR H—ER TONAH—(CEHTHFTBERRTI . NVIDIA OFE 3 D
NVLink >4 —-J%INE. EOERTIS—MHENSEL ) AN-2T =) T 59— (SBUIENILF
GPU O\ TA—X > ADRT > % B ESBF T,

NVIDIA GA100 GPU (4. #8250 GPU Oty >4 J35245— (GPC) FORFv JOvw > 9524
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A100 TEASNZHAIEBSEA/ - %
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Sparse [T TT11T] Input
TensorCore ]I 77131711} activations
select T
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N
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Fine-grained Compress

structured

pruning
Dense (2:4 non-zero) Non- Non- Output
trained n . zero Zero zero activations
weights Fine-tuning data indices

weights

A100 OFIFIEEREIE(L Z)C— R, 2:4 OIELDO )NF—>%FERUL TN -0 FHOEH =TI —
—2HUTHB, IEPO0EH2EEL TS TIVH DINBNR S EERLET . EHNEMEINS
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BHEEEIELET, EZa . Y&, TIXT—33>, BREFBETUSY. BIERRE., #1858
DY NI=D7% s MUTZECE COFEICLDHERDIBEDE T (&, EEHICEETUR,

AN=Z1T5IFEH] (MMA) TEHE

A100 OFFLLZ/T—Z MMA E355(3. POMEZIF DI NMOSTERITY TSI 328, Tensor I7DE1E
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B, ARINDA/IN—Z MMA JEE TG, POMBOGTEZATYTITEET AI—TyMEIELET,
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BAEY )NTA=TDZDAY MOEARFICDNTIE. NVIDIA Tesla V100 DRDA MR—/{—%S88LTK
&),

FP32 SEEL INT32 JEEORFET

A100 @ SM (&, V100 ¥° Turing GPU (EIUKHIZUR FP32 O77¢ INT32 J7%#5#kL TL\BI2.

NVIDIA A100 Tensor J7 GPU 7—+5/)F¥v


https://images.nvidia.com/content/pdf/tesla/Volta-Architecture-Whitepaper-v1.1-jp.pdf
https://images.nvidia.com/content/pdf/tesla/Volta-Architecture-Whitepaper-v1.1-jp.pdf

NVIDIA A100 Tensor J7 GPU 7—+F/7F v D5l

FP32 JEEE INT32 SEEZII R —TYhTEKFEITTE, SHIEHRRITAN-TvhoEENET.
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GPU OJ—R&—LA GP100
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TPC 28
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WEWDZEITIRDE T . NVIDIA Ampere 7—3F7JFv((E. Tensor IV (CEDEERNDENERICT —5%
RT3z, LAUTFICEREAT 3L DL DiaEL B b RSN TVET,
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s
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A100 lensor core: ZX throughput vs. V100, >ZX efticiency

A100 TC Instruction
V100 TC Inst i (2048 MACs, 8 cycles)
nstruction . A100 TC
(1024 MACs, 8 cycles) L mETd

FFMA 8T 8T
(32 MACs, 2 cycles)
RERERRRAARARNN RRNARREAANE

Operand
Sharing

Reglsters

I

32 Threads (Warp)

A100 vs. | A100 vs.
V100 FFMA
16x16x16 mat rIX multlply FFMA V100 TC A100 TC (improvement) | (improvement)
Thread sharing
Hardware instructions 128 16 2 8x 64x
Register reads+writes (warp) 512 80 28 2.9x 18x
Cycles 256 32 16 2X 16X
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XOR &LV RIBEE 2SR TEET, MDA TEREE(, VIR 7E, IBEARO/\—ROI7D
TA=I)\WOICEZEENTVEYT,

CUDA BEFE(ICNE TEEHRIC. Cooperative Launch DXy RaFIATEET, JUyREIEIOA -/

—AYRZERK 30% BB TE2(EN BN —RIZERL THUYR J)L—T =R 2BROERII> )\
VP ARE(CBDFT

WARP-WIDE REDUCTION IN A SINGLE STEP

A aaannnnnnannnnnnnnnnaannnnnnmn Eaannnnnnnnnnnnnnnannnannnnnnnnnn

32

__device int reduce(int value) { int total = _ reduce_add_sync(@xFFFFFFFF, value);

value += _ shfl_xor_sync(@xFFFFFFFF, value, 1);

value += _ shfl_xor_sync(@xFFFFFFFF, value, 2);
value += _ shfl_xor_sync(@xFFFFFFFF, value, 4);
value += _ shfl_xor_sync(@xFFFFFFFF, value, 8);
value += _ shfl_xor_sync(@xFFFFFFFF, value, 16);

thread_block_tile<32> tile32 =
tiled_partition<32>(this_thread_block());

// Works on all GPUs back to Kepler

return value; cg::reduce(value, tile32, cg::plus<int>());

A100 LABTD Warp EEIDBEIR(L. SHFL SEEEAR—Z(CLTED. EAIDT 5333 (5— ST 5 X
FY I TR T IINENHDEFT, A100 GPU (&, 1 ATV TTHRENMESNZ/I\—RI1T7 7Ht5L—33>xd
[COYFHRE B F L TOET,
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HO. 1 DD DGX A100 (LK 56 EDT7ISL —9%=RELET, RT7ITIL—F(E. MEOEHEE
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DGX A100 (& Tz 8 &M NVIDIA A100 GPU (&, FTULVEERERESE 3 tH4X NVLink Z{EAEL
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HU. 1T BEOF R EERF TSI TED,

1289
Sequences/s 10 PetaOPS

216
Sequences/s

58 TOPS
8x V100 DGX A100
FP32 TF32 CPU Server DGX A100
Training Inference
NLP: BERT-Large Peak Compute
BERT Pre-Training Throughput using PyTorch including (2/3)Phase 1
and (1/3)Phase 2 | Phase 1 Seq Len = 128, Phase 2 Seq Len = 512 CPU Server: 2x Intel Platinum 8280 using INT8
V100: DGX-1 with 8x V100 using FP32 precision DGX A100: DGX A100 with 8x A100 using INT8 with Structural Sparsity
DGX A100: DGX A100 with 8x A100 using TF32 precision
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https://developer.nvidia.com/cuda-toolkit
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e NVIDIA Container Toolkit Z{#EHI 3L, GPU 7751 —23> G0 Docker
ST —%#BEUCGERTRENTEET, Toolkit (& I>TF— 5259140 34T
NET-FTA)TAHEENTHED, 17 F—2BFHMIEKTEL T NVIDIA GPU Z/EFHT
E LR
e GPU 77t35L—-3a>miu1>7F—(& LT R— NI 3edDYINI1 7% BA TVET,
o N—ZJRFT1—T53—-=>4 JL—ALT—%. PyTorch, MXNet, TensorFlow B¢
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https://docs.nvidia.com/deeplearning/frameworks/pytorch-release-notes/index.html
http://docs.nvidia.com/deeplearning/dgx/mxnet-release-notes/index.html
http://docs.nvidia.com/deeplearning/dgx/mxnet-release-notes/index.html
http://docs.nvidia.com/deeplearning/dgx/tensorflow-release-notes/index.html
https://docs.nvidia.com/deeplearning/frameworks/tf-trt-user-guide/index.html
http://rapids.ai/
https://developer.nvidia.com/gpu-accelerated-libraries
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https://developer.nvidia.com/cuda-toolkit
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= 10. NVIDIA DGX 100 > X7 Ltk
s DGX-1 DGX A100
GPU NVIDIA V100 GPU x 8 NVIDIA A100 x 8
TFLOPS |1: ggg)(GPU FP16) + 3 (CPU 5120 (GPU FP16) + 3 (CPU FP32)
GPU X&) GPU #1zh 32 GB/DGX-1 J— GPU #7=D 40 GB/A100 J—Ré& iz
Répfzh 256 GB N 320 GB
CPU 517)L 20 O7 Intel® Xeon® E5- | 17l Y4k, 128 17 AMD EPYC
2698 v4 2.2 GHz 7742, 2.25 GHz (R—2X). 3.4GHz
(FRT —Z M)
ST X E;ZDI?A%AZ,BB MHz DDR4 1 TB 3,200 MHz DDR4 (A&
¥8hk). 1 TB BHILTEAK 2
TB £THBRL BIEE
AN -2 F—4 Fvy21 R54J:7TB (1.92 | 74 Fvw31 R547J: 15 TB (3.84
TB SSD x 4) TB gen4 NVME, 15 TB &1L TRA
- 30 TB FTHBARPIAE
0S R54J: 480 GB SAS SSD
0S R347J: 1.92 TB NVME SSD X
2
FSTNE) F17)L 10 GbE 3> )L IR— b Mellanox ConnectX-6
HDR InfiniBand 200 Gb/# x 8
Mellanox 100 Gb/# ‘
InfiniBand/100GigE x 4 7 17)LR—h Mellanox ConnectX-6
10/25/40/50/100/200 Gb/#
Ethernet x 1
10 ZEEOFT17)L7R— b Mellanox
ConnectX-6 (#7>3>)
SAFLES 134 ROR 271 IR R
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27 TE 866 L x 444 W x 131 H (mm) E&:10.4 1>F (264.0 mm)
E: A 19.0 1>F (482.3 mm)

B&: BA 35.3 42F (897.1 mm)

Sy 1Zwh 3RU 6 RU

SHES 3,200 W (8X). 1600 W 6,500 W (82X). 3000 W EIFEE
BENEEREE x 4 3+1 7L X 6, 3+3 TUE. 200 ~ 240
£). 200 ~ 240 V (AC). V (AC). 16 A
10 A

BERE 10 ~ 35°C 5 ~ 35°C
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Different number of data fetches and computations
per output causes throughput inefficiency
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Removed an entire subnetwork
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SAME NUMBER OF DATA FETCHES AND
COMPUTATIONS PER OUTPUT
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—JTEMINDIBE

BN NU—2=>2 F—5tYD - Imagenet. F8EX MY = Top-1

ResNet-50 76.6 76.8
Inception v3 77 .1 77.1

Wide ResNet-50 78.5 78.4

VGG19 75.0 75.0
ResNeXt-101-32x8d 79.3 79.5
ﬂﬁ@td!)?—iﬂ)&#ﬁﬂio M —=>9 F7—5twh - COCO 2017, ¥EEA MJYY = bbox
MaskRCNN-ResNet-50 37.9 37.9
SSD-R50 24.8 24.8
BRASHENE, N—229 7—5tYh - En-De WMT 14, HEA NIV
= BLEU Ad7

GNMT 24.6 24.9
FairSeq Transformer 28.2 28.5

BASEETUYY . BEAMNIYY = enwik8 D Transformer XL @ BPC $& T SQUAD v1.1
® BERT ® F1 A7

Transformer XL 1.06 1.06
BERT Base 87.6 88.1
BERT Large 91.1 91.5
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